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ABSTRACT
Currently the volume of geo-referenced data in the web is
continuously growing, not only in classical domains but also
others, such as Social networks.

NoSQL databases use sharding and partitioning algorithms
to load balance and optimize data accesses. These mecha-
nisms rely on the database structure to define the boundaries
of the sets stored by each node, and assume some sort of ac-
cess locality to data. However, some of these partitioning
and spatial indexing mechanisms are not very efficient and
could be optimized.

In this document we exploit a partitioning policy taking
advantage of the geographical positions of the data to define
a new sharding mechanism, called GeoSharding, that uses
Voronoi diagrams as basic structure of spatial indexing. The
results obtained show that this method can optimize data
partitioning regarding spatial query performance and load
balancing across the network shards.
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1. INTRODUCTION
Nowadays, great amounts of data is starting to be geo-

referenced, which means that they can be associated with
a physical space or location. One example of georeferenced
data is a picture associated with a geographic location that
is posted in a social network. Actually, the ever increas-
ing observations and measurements of geo-sensor networks,
satellite images, point clouds from laser scanning, geospatial
data of Location Based Services (LBS) and location-based
social networks has become a serious challenge for data man-
agement and systems’ analysis [21], as it results in large scale
georeferenced data sets.

The huge development of computer networks promotes
data decentralization and distributed databases allow shar-
ing this data, so making it accessible by all units and storing
it where it is most frequently used. A distributed database is
a logically interrelated collection of shared data, physically
distributed over a network [12]. However, there are still sys-
tems that process spatial data in a centralized manner and
actual spatial partitioning mechanisms used during spatial
data processing are not efficient (for instance, in the case
of geohashing, or r-tree hashing, objects close to each other
geographically may end distributed in different shards, and,
consequently, in different hosts).

In current distributed databases, complex spatial queries

cannot take advantage of the georeferenced characteristics of
data and spatial range queries require the retrieval of data
from a large number of different servers which is not efficient.

Sharding is used to partition data among different servers
in order to obtain system scalability. Since the actual shard-
ing mechanisms are inadequate when storing georeferenced
data, we propose GeoSharding, a new partitioning policy/al-
gorithm based on the geographical positions assigned to the
objects to store. The mechanism uses Voronoi Diagrams[8]
to perform spatial partitioning as it presents important ad-
vantages with respect to already in use spatial division mech-
anisms (geohashing, r-tree hashing). Our results prove that
this Voronoi solution presents a better access performance
and a better load balancing than the other spatial division
mechanisms.

In section 2 we present indexing mechanisms currently
used in data storage systems along with the need to novel
partition and indexing mechanisms suitable to georeferenced
data. Section 3 presents GeoSharding, that is in section 4.
Finally, section 5 presents the work conclusions.

2. RELATED WORK

2.1 Georeferenced Big Data
The amount of georeferenced data is increasing everyday.

There is a large variety of these data that goes from weather
data, socioeconomic data, vegetation indexes, and more [23].
To understand the relevance of the work presented, it is
important to mention some cases where manipulating and
managing georeferenced Big Data is important.

When discussing geological phenomena, every occurrence
of an event must be stored to further analysis or study. For
example, the United States Geological Survey1 is a scientific
government agency responsible for the study of the land-
scape and the natural resources of the United States. This
agency stores spatial data sets of earthquakes, water pits,
volcanoes and landslides, among others, and delivers this
information in real-time. Besides this agency, the British
Geological Survey2 is a natural environment research coun-
cil that also works with large georeferenced data sets related
to geological research. This includes climate change, ground-
water, minerals, energy, among others.

Georeferenced big data is also discussed when mentioning
Social Networks, as the huge volume of data these applica-
tions have to manage and store is increasing everyday. The

1www.usgs.gov
2www.bgs.ac.uk



fact that nowadays users can pair a location dimension to
the information they share in these type of networks adds
georeferenced characteristics to this data volume and origi-
nates different location-based social networking services [2].

In the scope of the Internet of Things, once more is impor-
tant to refer that geography can be considered an important
binding principle, since all the sensor data gathered by all
the physical objects have a position associated with, and
there are spatial relationships between these objects. Con-
sequently, there is a direct link between georeferences and
Big Data in IoT since to spatially process the “data prove-
nient from internet connected devices for real-time spatial
decision making” [13], this data has to be georeferenced, cre-
ating “Spatial Big Data”.

The mentioned entities that deal with Spatial Big Data
have to rely on storage processing. Regarding spatial data
processing, there are several extensions and optimization
applications that are being developed to optimize already
existing technologies in order for them to work efficiently
with georeferenced data. GeoSpark is one example[23], and
its role is to extend Apache Spark Resilient Distributed
Datasets to support geometrical and spatial objects. This
way, it is possible to create spatial indexes (discussed fur-
ther in this section) that boost spatial data processing per-
formance when performing data partitioning.

Other important aspects when discussing spatial data ac-
cess optimization are statistical methods that use geograph-
ical data correspondent to positions near each other. One
example of such techniques is Kriging[6], an interpolation
method used to predict a function value given a certain
point, using the weighted average of the known values of
the neighborhood of the selected point in the function. This
is a very common method used in spatial analysis, and as
many others take advantage of data locality.

2.2 Database Systems
The following subsection will review two main types of

data storage systems and GIS, both in the scope of Big Data
and georeferenced mechanisms.

2.2.1 Relational Database Management Systems
Nowadays, the predominant systems used to store struc-

tured data in web and business applications are the Re-
lational Database Management Systems (RDBMSs) which
rely on the relational calculus providing comprehensive ad
hoc querying facilities by SQL [3]. In the past, these sys-
tems have been treated as the only reliable way to store data
by many companies and their respective clients. Regarding
sharding, one big disadvantage is that joins between data
partitions are not possible, which means that the client ap-
plication or the proxy layer inside or outside the database
has to issue several requests and post process results. This
results in the cancellation of many relational features of the
RDBMSs, originated by the fact that sharding was not origi-
nally designed within current RDBMSs but rather added on
top [9]. However, many NoSQL databases (presented next)
embrace sharding as one key feature and some of them even
provide automatic partitioning and balancing of data among
nodes.

2.2.2 NoSQL Systems
In the last years, the “one size fits all” idea has been

questioned by science and web companies, which resulted

in the appearance of a great variety of alternatives to the
RDBMSs. These new datastores technologies which rely on
non-relational databases may be called NoSQL (Not Only
SQL) databases[18]. Recently, NoSQL users came to share
how they had surpassed the slow and expensive systems
based on RDBMs. Some of the main motives and advan-
tages of NoSQL databases are presented and discussed in
this subsection.

Relational systems present multiple features to ensure data
consistency that sometimes are unnecessary. For example,
for some clients or some specific application there are some
consistency checks that could be avoided and which are re-
sponsible for a larger complexity of the system. Therefore,
one advantage NoSQL systems may provide is the avoidance
of unneeded complexity.

Many times, in big data storage systems, it is impor-
tant to increase the data processing rate in order to satisfy
users’ needs and there are NoSQL systems able to process 20
petabyte per day, which is a higher processing throughput
than a traditional relational system. So, other motive of an
alternative system’s usage can be the high throughput.

As the volume of data increases with time, the focus on
scaling and sharding increases too. In contrast to relational
database management systems, most NoSQL databases are
designed to scale well in the horizontal direction and not
rely on highly available hardware. Running on commodity
hardware and presenting horizontal scalability can be con-
sidered as other of the main drivers to develop this type of
technologies.

Some types of data structures that present low complex-
ity, when stored by RDBMS, require an expensive entity-
relational mapping, which can be unnecessary. The avoid-
ance of expensive object-relational mapping is also impor-
tant. Sometimes, NoSQL systems can also compromise re-
liability for better performance. This is important because,
once again, the need of a higher system’s speed may over-
come the reliability’s need. As it was described, the contin-
uous growth of data volumes to be stored and the growing
need to process larger amounts of data in shorter time mo-
tivated the appearance and creation of NoSQL databases.

When discussing the data partitioning in a NoSQL database
another important feature is the replication mechanism. In a
database of this type it must always exist replicas of the ob-
jects stored, since these database systems need to be fault
tolerant. By replicating the objects stored in the original
shard owner, the shard’s data availability is guaranteed even
if the shard is temporarily down. Furthermore, the replica-
tion algorithms in NoSQL databases may allow data avail-
ability optimization, which will be further discussed in this
document.

2.2.3 GIS
A geographic information system or geographical infor-

mation system (GIS) is a system designed to capture, store,
manipulate, analyze, manage, and present all types of spa-
tial or geographical data [24]. There is one international
organization committed to making quality open standards
for the global geospatial community, which is called OGS
(Open Geospatial Consortium). These standards are made
through a consensus process and are freely available for any-
one to use to improve sharing of the world’s geospatial data.

The actual GISs mainly work with relational databases
which make the spatial data processing centralized (relying



Table 1: Spatial Index Strategies
Indexing DB Partition Blocks Partition Center Location Partition Depth

GeoHashing Dynamo DB Regular Rectangle Regular Regular
Quad-tree Hashing MongoDB Irregular Square “Ruled” Sub-partitions

R-tree Hashing (CAN) CouchDB Irregular Rectangle “Ruled” Sub-partitions
VAST - Irregular Polygon “Random” Irregular

on relational mechanisms) and not distributed. Examples
of database systems used by Geographical Information Sys-
tems are MySQL or Oracle. One of the goals of this article is
to show the advantages of working with spatial data with dis-
tributed/partitioned systems, which does not happen with
traditional GIS systems.

2.3 Sharding and Spatial Indexing
Sharding is the partition of data in such a way that data

typically requested and updated together resides on the same
node and that load and storage volume is roughly evenly
distributed among the servers (in relation to their storage
volume and processing power) [18]. Data shards may also
be replicated for reasons of reliability and load-balancing
writing to a dedicated replica or to all the existing repli-
cas, depending on the system. A data sharding system re-
quires a mapping between data partitions, the shards, and
the storage nodes that are responsible for these shards. This
mapping may be configured as static or dynamic, and this
configuration is usually executed at the client application
level of the database.

In order to distribute data among the shards of the database,
a shard key must be defined: a measurable value of an ob-
ject’s field. There are two main strategies in Sharding, con-
sidering the object’s shard key and the distribution of the
objects among the shards: the Range Based Partitioning
and the Hash Based Partitioning. The first one consists in
dividing “the data set into ranges determined by the shard
key value to provide range based partitioning” [11], support-
ing more efficient range queries. Given a range query on
the shard key, the query router can easily determine which
shards overlap that range and route the query to only those
shards. However, Range Based Partitioning may cause un-
balanced load distributions, as there are shards that may end
up with much more data stored than others. This negates
some benefits of sharding because in this situation, a small
set of shards may receive the majority of requests and the
“system would not scale very well”.

Hash Based Partitioning consists on hashing the shard key
into a value and uses this random value to locate the shard
where to save the data. With this type of partitioning, two
objects with close shard key’s values are unlikely to be saved
in the same shard. This fixes the load balancing problem
because it introduces a randomness factor, but range queries
become inefficient as the system would more likely query
every shard in order to return a result.

Independently from the sharding strategy, that uses its
own mapping system, there exist several possible indexing
mechanisms in a storage system. P2P applications require
the capability to respond to more complex queries (such as
range queries involving numerous data types, including those
that have a spatial component) which results in defining dif-
ferent indexing strategies. In this context, it is important
to have the notion of a spatial object and a spatial query.

By the definition in [19], spatial objects are objects with
extents in a multidimensional setting, and spatial queries
are often executed by recursively subdividing the underlying
space and then solving possibly simpler intersection prob-
lems. In terms of dimensional settings, this work focuses
on systems, mechanisms and algorithms for bi-dimensional
spaces.

Currently, [16] there are NoSQL systems which already
process spatial data. Table 1 presents the overview of the
possible spatial indexing strategies to be used with NoSQL
systems, its partition block shape, the partition center lo-
cation of each block (the central node responsible for each
spatial block) and the partition depth (if sub partitions are
allowed) of each mechanism. The following subsections de-
scribe actual geographical data indexing mechanisms.

2.3.1 Geohashing
Geohashing is a latitude/longitude geocode system. It is

a hierarchical spatial data structure which subdivides space
into buckets of grid shape, and a convenient dimensional
reduction mechanism for coordinates that uses a Z-Curve[10]
to decide the visiting order of the partitioned quads. A
simple implementation is to simply interleave the bits of a
(latitude, longitude) pair and base32 encode the result.

Geohashing features advantages such as facility on calcu-
lation and reverting, its representation in bounding boxes
and the ability to truncate bits from the end of a Geohash
resulting in a larger Geohash bounding the original [10].
Geohashes offer properties like arbitrary precision and the
possibility of gradually removing characters from the end of
the code to reduce its size (and gradually lose precision). As
a consequence of the gradual precision degradation, nearby
places will often (but not always) present similar prefixes.
The longer a shared prefix is, the closer the two places are.

However, there are significant disadvantages in GeoHash-
ing, also referred in [10], criticizing the Z-Curve form. Z-
Curves are not necessarily the most efficient space-filling
curve for range queries, since Points on either end of the Z’s
diagonal appear as close together when they are actually not.
The spatial partitioning and the Z curves are represented in
Figure 1 .

Other inefficiency of the Z-curves is that points next to
each other on the spherical earth may end up on opposite
sides of the plane. These drawbacks mean that sometimes
it is necessary to run multiple queries, or expand bounding
box queries to cover very large areas.

2.3.2 Quad-tree Hashing
Other indexing solution, presented in [19], also focused on

the use of P2P networks for applications with spatial data
and queries, is the use of a distributed spatial index that is
based on the quad-tree data structure.

One case consists on recursively decomposing an underly-
ing two-dimensional square-shaped space into four congru-



Figure 1: Geohashing Spatial Parti-
tioning and Z-Curve Order

Figure 2: Quad-Tree hashing Spatial
Division

Figure 3: Voronoi Diagram

ent square blocks until each object is contained in any of the
blocks. MongoDB is one of the database systems that can
use quad-tree as its indexing mechanism. One possible ad-
vantage of this first variant is that it reduces the complexity
of the intersection process by enabling the pruning of certain
objects or portions of objects from the query. Figure 2 rep-
resents the Quad-tree Hashing standard spatial partitioning.

The MX-CIF quad-tree[19] is other alternative to imple-
ment a quad-tree index, that consists on: for each object
o, the decomposition of the underlying space halts upon en-
countering a block b such that o overlaps at least two of
the child blocks of b or upon reaching a maximum level of
decomposition of the underlying space. In both the variants
presented the object is associated with b upon halting.

When a peer is attached to a region of space it is responsi-
ble for the resolution of all queries that intersect that region,
and for storing the objects that are associated with that
same region. In order to do this, the authors declare that
each quad-tree block can be uniquely identified by its cen-
troid, named a control point. After, it is used the Chord[17]
method to hash these control points so that the responsibil-
ity for a quad-tree block is associated with a peer.

To determine the control points, the system uses the glob-
ally known quad-tree subdivision method to recursively sub-
divide the underlying space. It is stated that multiple con-
trol points and hence quad-tree blocks can be hashed to the
same peer and multiple objects can be stored with each con-
trol point.

The use of a control point in this team’s algorithm [19] is
analogous to that of a bucket for storing objects and also per-
forming intersection calculations associated with that block.

2.3.3 CAN
CAN (Content Addressable Network) [14] is a P2P net-

work protocol that uses consistent hashing based on bi-
dimensional indexes. The CAN algorithm partitions space
among all the nodes in the network. Every node “owns” a
zone in the overall space and the system stores data at the
networks’ nodes. CAN allows routing from one “point” (a
node that owns an enclosing zone) to another.

Space division in CAN is made in rectangular or quadran-
gular forms. In order for a new node to join the network,
the joining node has to perform the following steps [14]: 1)
Find a node already in the overlay network; 2) Identify a
zone that can be split; and 3) Join the network, updating
the neighbors’ information about the newly split zone.

In order to handle a departing node, CAN performs the

following steps: 1) Identify the departing node; 2) Have the
departing node’s zone merged or taken over by a neighbor-
ing node; and 3) Update the routing information across the
network.

Routing in CAN is made with the information of each
node’s neighbors. Every node maintains information about
its direct neighbors and its virtual coordinate zone. A node
routes a message towards a destination point in the coordi-
nation space. To do this, the node first determines which
neighboring zone is closest to the destination point, and then
looks up that zone’s node’s IP address using the network’s
information stored.

CAN is one of the spatial mechanisms evaluated in this
paper. Like the r-tree indexing mechanism, it performs spa-
tial division using rectangular/quadrangular forms.

2.3.4 VAST
VAST is a Voronoi Overlay Network[15] that also relies

on consistent hashing based in a bi-dimensional index, us-
ing Voronoi polygons to perform spacial division. Its open
source implementation and description are available at [20].
The work related to this implementation and description was
originally presented by [7].

Before presenting VAST, it is important to introduce the
mathematical notion of a Voronoi diagram. In [8], the au-
thors describe a Voronoi diagram as a division of a space into
disjoint polygons, one polygon per node, where the nearest
node inside a polygon is the generator of the polygon. Con-
sidering a limited set of points, whose name is generator
points, in the Euclidean plane, all the locations in the plane
are associated to their closest generator. The set of locations
assigned to each generator forms a region called Voronoi
polygon or Voronoi Cell. The set of Voronoi polygons asso-
ciated with all the generators is called the Voronoi diagram
with respect to the generators set. It is also declared [8]
that the boundaries of the polygons, called Voronoi edges,
are the set of locations that can be assigned to more than
one generator (as these points are at the same distance from
more than one generator). The Voronoi polygons that share
the same edges are called adjacent polygons and their gen-
erators are called adjacent generators. Figure 3 describes a
Voronoi diagram.

Each one of VAST’s nodes builds the Voronoi diagram of
the overlay network knowing the coordinates of its neighbors
and its neighbors’ Voronoi polygons, maintaining a connec-
tion with them. In order to optimize system’s scalability,
VAST includes the nodes’ Area Of Interest concept. By



using this, as stated by the authors [7], VON (Voronoi-
based Overlay Network) meets the requirements of message-
efficiency, as the neighbor discovery is embedded in regular
position updates, scalability, as each node only maintains
a limited number of connections and responsiveness, as la-
tency is low due to the direct connections between neigh-
bors.

3. GEOSHARDING
Nowadays, georeferenced data volume on the web is con-

tinuously growing and the need of storing and accessing this
data in efficient ways is a top priority regarding network
technologies. The data locality redefinition (storing data in
servers “near” it) requires a new solution that explores geo-
referenced data to allow a better system performance and
efficiency. As mentioned before, the index strategies are
a very important topic regarding spatial networks. These
indexes can be used to efficiently access data on P2P net-
works, and there are already NoSQL databases that use, as
indexing strategy, mechanisms which use data georeferenced
characteristics.

The solution proposed consists on using Voronoi Spatial
Partitioning as spatial indexing/sharding mechanism. To
each database system’s shard it would be attributed a co-
ordinate in the space and using the object’s georeference as
sharding key, the data would be stored in the“closest”server.
The coordinates attributed to each server can be random or
chosen, in such a way it would optimize data load balanc-
ing. This sharding mechanism, introduced by us, is called
GeoSharding.

The goals of such sharding strategy would be to optimize
the spatial partitioning (Voronoi Diagrams are not used in
NoSQL databases), the range queries and the load balanc-
ing. Since the idea of using the spatial coordinates as the
sharding key could also be implemented using other spa-
tial mechanisms (CAN, Geohashing, Quad-tree Hashing),
we will show why Voronoi diagrams are the optimal solu-
tion.

3.1 Spatial Partitioning Optimization
One existing problem is that mechanisms such as geohash-

ing, quad-tree or CAN present some disadvantages that may
affect the system’s efficiency. As mentioned before, the Z-
Curves of geohashing are not necessarily the most efficient
space-filling curve for range queries, since Points on either
end of the Z’s diagonal seem close together when they are
actually not. Besides range queries, nearest neighbor discov-
ery using Z-curves may also be an inefficient solution which
presents another problem in using geohashing.

The rectangular and quadrangular forms of the quad-tree
hashing and CAN may also present inefficiencies. These
systems’ scalability obligates space subdivision which may
not be, once again, an optimal way to scale a system.

One solution to optimize these space-filling mechanisms’
drawbacks may be the usage of Voronoi diagrams. Since the
Voronoi diagrams consist in irregular polygon forms, they
can lead to a more efficient division of space, instead of the
rectangular/quadrangular shapes used in geohashing, quad-
tree hashing and CAN.

Voronoi nodes have knowledge of their direct neighbors
and of their neighbors’ boundaries (does not happen in CAN
and the others) which facilitates nearest neighbor discovery
and makes spatial queries easier to perform (for instance, in

[5], it is represented a solution that supports range queries
working with Voronoi). In addition, this mechanism allows
space’s spherical representation, which cannot happen using
the CAN.

Four different algorithms (presented in a centralized ver-
sion) that can be used in a sharded geo-spatial database sys-
tem are presented below. The simplified data access pseudo-
code of these algorithms is presented in Figure 4.

The Chord algorithm represents the hashed based shard-
ing that some NoSQL database systems use, where the hashed
key value generates a random number that defines the server’s
identifier that is responsible to store this value. In this case,
the hash is computed using all the fields of the object, which
aims to represent a completely random partitioning policy.

The Chord algorithm with Geohashing represents
the same hash based sharding, where the value resultant
from the hashing of the shard key is a random value. How-
ever, instead of using the hash of the whole object, the shard
key used are the coordinates of the same object. By perform-
ing the hash of both coordinates, the result is a not com-
pletely random distribution, but a distribution based on the
geographical coordinates of the object (like a minimal ver-
sion of GeoHashing but without a spatial division assigned
to the servers/shards).

In CAN algorithm, the spatial partitioning is based in
a Binary Spatial Partitioning Tree, dividing the space in a
quadratic form, like represented in the section 2.3.3. Defin-
ing the objects’ coordinates as their sharding key, CAN
searches for the node responsible for the rectangular zone
that contains the key, in which it stores the objects. This
search may require more than one iteration.

In theVAST algorithm, the spatial division is based on
Voronoi Diagrams, like represented in the section 2.3.4.
Also defining the objects’ coordinates as their sharding key,
VAST identifies the Voronoi polygon which contains the key,
by analyzing the overall Voronoi Diagram, and the objects
are stored in the shard that is the Voronoi generator of the
correspondent polygon.

3.2 Range Query and Load Balancing Opti-
mization

The GeoSharding solution proposed suits the NoSQL sys-
tems environments, as it could replace the already exist-
ing Sharding mechanisms. In order to proceed with these
changes to apply the GeoSharding algorithm, it would be
necessary to modify the object’s sharding keys in the sys-
tem’s Application Program Interface. The new keys would
be based on the data georeferenced characteristics. For ex-
ample, considering a bi-dimensional map, the sharding key
would be the pair of coordinates (x,y) of the georeferenced
objects. After, the system’s data partitioning and replica-
tion mechanisms would also be modified based on the new
keys, resulting in the GeoSharding solution pretended.

The work developed intends to show that data access using
spatial range queries is optimized as the number of shards
contacted in order to retrieve the data requested is signif-
icantly lower compared to the conventional Hashed Based
Partitioning used in sharding strategies. This way, sharding
would allow optimized spatial range queries since it would
be the first sharding mechanism using georeferenced coordi-
nates as sharding key.

Furthermore, the general idea behind Hashed Based Par-
titioning on Sharding is that the system’s load balancing is



key = hash ( obj . k e y f i e l d )
do :

shard = shard [ i++]
whi le ( shard . key < key )
shard . a c c e s s ob j ( key )

Chord

key = obj . coo rd ina t e s
shard = shards . c l o s e s t ( key )
whi le ( ! shard . r e s p on s i b l e ( key ) ) :

shard =
shard . ne ighbors . c l o s e s t ( key )

shard . a c c e s s ob j ( key )

CAN

key = obj . c oo rd ina t e s
shard = shards . c l o s e s t ( key )
shard . a c c e s s ob j ( key )

VAST

Figure 4: Key access pseudo-code (centralized infrastrcuture)

severally affected when Range Based partitioning is used.
This work intends to prove that is possible to have range
partitioning that also optimizes load balancing. By choosing
the spatial coordinates assigned to each shard, it is possible
to optimize both the range queries and the load bal-
ancing system. This way, the GeoSharding solution would
respect the requirements already presented in existing sys-
tems and would also optimize some of them.

3.3 Replication Mechanism
Since there is no existing sharding mechanism based on

the spatial coordinates of an object, it is also important to
propose a suitable replication mechanism, that would also
work with the spatial partitioning system used.

The Replication strategy proposed would consist in copy-
ing each data object to the n nearest Voronoi generators
(shards) besides the actual responsible Voronoi Generator
(closest one to the object’s coordinates), where n is the num-
ber of replicas desired in the system.

The goal of such replication system is also to optimize
the number of shards requested to solve a spatial query,
since the objects are replicated taking into account its spatial
position.

3.3.1 Multi-Point Geometry Objects
Geometry Objects composed of multiple points or regions

should also be taken into account. For instance, the route
information of a given vehicle, such as city bus’ routes or
taxi routes, is composed a set of thousands of points.

If a distributed system and its sharding mechanism does
not take into account the fact that such objects are com-
posed by multiple coordinates, each object will be split by
various shards. The access and processing of a complete ob-
ject will lead to overhead. This overhead may be reduced
if each shard responsible for some points of those geometry
objects contains a complete copy of it.

In order to do so, we propose a second replication mecha-
nism, specifically designed for multi-point geometry objects.
In this replication policy, all the shards responsible for some
point of a geometry object will contain a replica of the ob-
ject. By doing so, the insertion of this class of objects will in-
cur some costs, but it is expected that spatial range queries
will suffer no degradation and the queries that request a
complete object will be optimized.

4. RESULTS

4.1 Setup
In order to test the GeoSharding hypothesis, the tests

developed used real spatial datasets, the first one in a global
dimension, the second in a continental dimension and the
last one in a country dimension, all presented in Figure 5.
The global perspective consists in an earthquake dataset [1],

Global Earthquakes Dataset

USA Underground Water Resources Dataset

Beijing Taxi Road-trips’ Routes Dataset

Dublin Buses Trips Dataset

Figure 5: Tested Datasets

from the Northern California Earthquake Data Center, with
686.987 data points. The continental perspective test used
a dataset of Water Underground Resources from USGS [21],
with 4644 data points. Finally, the local perspective tests
used a dataset from taxi routes in Beijing[25, 26] , with
328653 data points. By testing this sharding mechanism
in three different environments is possible to evaluate its
feasibility in cases that work with spatial data in different
ranges, and still conclude that is an efficient mechanism. In
order to perform the tests, we used the PeerSim[12] Peer-
To-Peer Networks Simulator, where 10 peers represented the
servers/shards of the distributed database systems.

A fourth data set was used to test the geometry objects’
replication mechanism proposed in section 3.3.1. This one
is from the Dublin City Council’s traffic control base[4] with
the routes of the city buses from a single day. The advantage
of this data set is bus journeys are composed of multiple data
points, allowing the evaluation of the proposed replication.
The data set is composed by 796298 data points, belonging



to 5387 different journeys.

4.2 Tests Description
VAST and CAN implement the GeoSharding technique,

where the georeferenced objects are stored in the servers as-
sociated with the nearest geographical coordinates to the
object. The tests consisted to perform 100 range quadratic
queries, where the center of the query square is generated
randomly inside the space where there is data (for example,
in the case of the Earthquakes dataset, the points are gen-
erated randomly across the world). The area of the query
region depends on its side measure, which was tested with
different values (from smaller range queries to queries that
request all the data across the space). This way the tests
consist in queries that are requesting different amounts of
data, and the goal is to evaluate how many servers/shards
are necessary to reach in order to retrieve the data requested.

In the case of the GeoSharding technique, the shard re-
sponsible for the query center is contacted first, and results
can also be transferred by other shards. The positions across
the space assigned to each shard may assume very different
locations, which have a great impact on the final results.
This way, it was tested both CAN and VAST algorithms
with three different configurations regarding the shard’s as-
signed position. Regarding CAN, there is a configuration
where the positions assigned to the servers are randomly cho-
sen across the bi-dimensional space where there is data, and
another configuration that positions the shards uniformly
along the map.

The same thing happens with the tests applied to VAST,
where there is also a third configuration that allows to posi-
tion the shards where it is desired: Hand Picked. This way,
it is possible to assign positions to the servers where it is
assumed to be great amounts of georeferenced data.

Another important aspect to take into account when im-
plementing a Sharding mechanism is the load balancing sys-
tem. In order to guarantee that some system’s servers are
not overloaded and others without many data stored, the
partitioning policy must be careful with this particular as-
pect. The Chord algorithm and the Chord algorithm with
the Geohashing used in the simulations represent the sys-
tems that use a Hash Based Partitioning policy (discussed
in section 2), where the load balancing is assumed to be
guaranteed as there exists a random distribution of the data
among the shards.

On the other hand, CAN and VAST, implementing the
GeoSharding policy, represent a two dimensional Range Based
Partitioning (also reviewed in section 2). In the scope of load
balancing, these two algorithms must not assign randomly
the geographical positions assigned to each server, as it may
cause an uneven distribution of data among the shards. This
may happen in the case where some servers have a position
assigned to a division of the map where there is no georef-
erenced data, and other servers have a position assigned to
the divisions where all the data is located.

4.2.1 Replication Tests
To test the standard replication mechanism proposed, only

two algorithms were tested: Chord (representing the Hash
Based Replication) and VAST (representing the GeoShard-
ing’s replication proposed). In the first case, each object
was stored in the shard of the Chord ring responsible for
the hash of the object and in the same shard’s next neighbor

in the Chord ring, simulating a random replication system
where each object is stored twice in the database (the orig-
inal and one copy). With VAST, each object was stored in
the two nearest Voronoi generators, being one of them the
shard whose Voronoi polygon contains the coordinates of the
object stored (original owner of the object). Like in the pre-
vious tests, 100 spatial queries were performed, and for this
matter was used the Earthquakes data set with VAST using
a random distribution of its shards.

To test the geometry object’s replication mechanism, with
the Dublin buses routes’ data set, we used VAST with ran-
domly distributed shards and queried the database to know
what was the average number of shards storing each journey.

4.3 Spatial Queries Performance
The following graphics present the results from the range

query tests performed on the three different datasets. They
include three different charts for each set, regarding the
mechanism assigning positions to each server/shard (ran-
dom, uniform and hand picked). In the case of the Earth-
quakes data set, the results of Chord and Chord+Geohashing
were the same, so only one of the lines (the second case one)
is represented in the charts.

Regarding the Range Queries optimization, the outcome
of the test results were as predicted. By evaluating the
charts from Figure 6, it is possible to state that the solu-
tions implementing GeoSharding (CAN and VAST) required
significantly less communication from the remote servers to
retrieve the data requested by the square range queries for
all the dimensions of the queries.

For example, with the Earthquakes data set and the ran-
domly distributed shards, the average number of requested
servers of a system which uses VAST to perform spatial oper-
ations, by performing a bounding box query with about 3200
km of square’s side measure, is 2, while in a system with an
Hashed Based Sharding mechanism the average number of
requested servers is 9 (almost all the shards in the system).
This proves that sharding based on georeference optimizes
spatial range queries, which is very useful in the case of GIS
systems that display huge datasets of georeferenced data.

By observing the test results, the CAN solution is slightly
better in the range queries optimization than the VAST so-
lution when implementing Geosharding. This is explainable
because being constructed with irregular polygons, the reg-
ular square queries intersect more blocks in the space (re-
garding VAST) than the regular blocks of CAN (which are
rectangles). However, this small difference is outmatched by
the performance of VAST regarding Load Balancing, proved
in the next subsection.

When testing the distribution of global datasets (like in
the Earthquake dataset case), we modified VAST by chang-
ing the bi-dimensional distance formula of the Voronoi Dia-
grams. Instead, the distance was calculated using the Haver-
sine Formula[22] applied to the decimal coordinates of the
latitude and longitude of the objects, which creates irregular
Voronoi spherical blocks, treating the Earth like a sphere in-
stead of a bi dimensional plane. This is useful since when re-
questing points of opposite sides of the 2-dimensional Earth
map, which are actually near to each other in reality, they
are stored in nodes spatially far away from each other in the
system. This does not happen while using this Spherical
Voronoi Case, with VAST combined with the Haversine
formula, since the Earth is treated in a 3-dimensional way.
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Figure 6: Spatial Query Performance of Sharding Algorithms

We performed spatial square queries centered in the North
Pole region with the bounding box’s side measuring 4442
km. The results showed that, in average, CAN requested
results from 9 shards (almost all the network shards) and
VAST requested results from 5 shards (half of the network’s
shards). This proves the advantage of treating the Earth
like a sphere when processing global spatial data.

4.4 Load Balancing
The Load Balancing tests consisted in comparing the stan-

dard deviation of the number of stored objects in each shard
of the system. As it is possible to observe, the charts from
the Figures 7 show that the Hashed Based Partitioning solu-
tions from systems sharded by using Chord or Chord+GeoHashing
were sometimes significantly better than the solutions im-
plemented by CAN. For example, for the Taxi Routes data
set, the worst performance in terms of standard deviation
of stored objects belongs to CAN (Uniformly distributed
servers) and for the Underground Water Resources the worst
performance is once again from CAN (Randomly distributed

servers).
In order to have a good load balancing for Geosharding,

the positions to assign to the geoshards would preferably
be spread across the regions where it is expected to have
huge amounts of data. For example, in the water resources
dataset, spreading the center nodes of the spatial network
across the region of the United States of America makes
sense as mostly all the data points in the set belong to this
country.

The spatial partitioning of CAN along with the centered
positioning of each rectangle center node do not allow to
position each shard exactly where it is desired. In best
case scenario, to position the centers exactly as preferable
to have a better load balancing, the space would have to
be sub-partitioned several times (being necessary to have
more shards to assign to multiple new positions). And even
so, the regular form (rectangular) do not benefit the irregu-
lar distribution of the data points. For these reasons, CAN
presents an unbalanced system with overloaded shards and
other shards semi-empty, as it is impossible to “pick” the
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Figure 7: Load Balance between Sharding Algorithms
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Figure 8: Spatial Query Performance with Replication Mechanism (Earthquakes data set)

shard positions.
On the other hand, by observing the results’ charts, the so-

lutions implemented by VAST are very positive compared to
the Hashed Based Partitioning methods. In the specific case
of the Hand picked positions assigned to the shards, there
is a significant optimization since the standard deviation of
the objects stored is clearly lower in the three environments
(local, continental and global data). Thanks to the irregular
partitioning among the shards using Voronoi Polygon blocks
the location attributed to the shards can be exactly what is
desired. The Load Balancing test results support the Hand
Picked VAST solution as the optimal solution to implement
GeoSharding.

4.5 Replication
Figure 8 presents the charts resultant from the tests per-

formed using the standard replication mechanism proposed.
Regarding the results presented in Figure 6 (with the shards
using the Earthquakes data set, also presented in Figure 8),
the spatial queries performance was optimized (when using
VAST) by the new spatial replication strategy, being this
fact clearly evident in the larger queries (query square’s side
measuring the high values) where the number of shards re-
quested to resolve the queries is lower in the Figure 8 than in
Figure 6. The random replication implemented using Chord
did not improve the spatial query performance at all. This
proves that replication based on geographical characteristics
of data can improve spatial data access performance.

Regarding the geometry object’s replication tests, each
bus journey was replicated in average by 2 shards , where the
minimum number of shards storing a journey was 1 and the
maximum number of shards storing the same journey was

5. This shows that is possible to replicate the data points of
a route database in a efficient way to allow requesting only
one shard to retrieve a whole journey and at the same time
optimize the spatial query performance tested before with
different data sets.

5. CONCLUSIONS
In this document we presented an approach to optimize

the database partitioning mechanisms of systems that work
with Georeferenced Big Data. GeoSharding was defined and
tested a simulated environment, and its implementation on
top of Voronoi was the only solution to optimize not only the
spatial range queries but also the load balancing in a sharded
system, solving the paradox of Hashed Based Partitioning vs
Range Based Partitioning when working with georeferenced
datasets.

This way, in GIS systems, it is possible to optimize data
access and data storage by exploring the georeferenced lo-
cality characteristics of data. The sharding strategies used
by actual sharded systems that manage spatial data are not
adequate since they do not take any advantage of the georef-
erenced characteristics. GeoSharding is particularly useful
in these scenarios.

We tested different options available to implement GeoShard-
ing, where the ones using common existing spatial mecha-
nisms (CAN, Quad-tree) presented inefficiencies. By using
a Voronoi-based solution, we proved that spatial indexing
mechanisms can be further optimized, specially when load
balance and multiple sub partitioning avoidance are a pri-
ority. Using Voronoi diagrams, it is possible to avoid the
fixed sub-partitioning of space and adapt the spatial net-



work to the irregularities of the georeferenced datasets, by
positioning each shard exactly where it is desired (allowing
load balancing optimization).

VAST also allows its spherical implementation using the
Haversine formula that is very useful regarding global georef-
erenced data sets, since it implements a spatial index that
treats Earth like a sphere and not like a a bi-dimensional
plane. This guarantees continuous data locality, even in the
earth poles and around the 180th Meridian.

We also proved that it is possible to implement a replica-
tion system based on Voronoi diagrams that is simple and
efficient.

VAST allows the server locality optimization and, in the
future, it is possible to adapt a Voronoi-based Sharding
mechanism to work with“server relocation”, since VAST was
originally designed for Gaming Environments where each
node moves along the space. By using this relocation of the
positions assigned to the shards, load balancing could be
maintained along the time even if the high volumes of geo-
referenced points start to change place. This can be consid-
ered other important advantage of using Voronoi Polygons
as the main structure to implement GeoSharding.
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